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Outline

1. Introduction— Data Science. Machine Learning,
Statistical learning, supervised and unsupervised learning

2. Five methods, and a Consumer reports buying guide

3. Three examples: Cancer diagnosis, predicting platelet
usage, “patients like me”
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Some definitions

• Machine learning constructs algorithms that can learn
from data.

• Statistical learning is branch of Statistics that was born
in response to Machine learning, emphasizing statistical
models and assessment of uncertainty

• Data Science is the extraction of knowledge from data,
using ideas from mathematics, statistics, machine learning,
computer programming, data engineering ...

All of these are very similar— with different emphases

3 / 1



For Statisticians: 15 minutes of fame

• 2009: “ I keep saying the sexy job in the next ten years
will be statisticians.” Hal Varian, Chief Economist Google

• 2012 “Data Scientist: The Sexiest Job of the 21st Century”
Harvard Business Review
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Sexiest man alive?
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The Supervising Learning Paradigm

Training Data Fitting Prediction

Traditional statistics: domain experts work for 10 years to
learn good features; they bring the statistician a small clean
dataset
Today’s approach: we start with a large dataset with many
features, and use a machine learning algorithm to find the good
ones. A huge change.
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Supervised vs Unsupervised learning

Supervised: Both inputs (features) and outputs (labels) in
training set
Unsupervised: No output values available, just inputs.
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This lecture is about supervised learning: building models from
data for predicting an outcome using a collection of input
features.
Big data vary in shape. These call for different approaches.

Wide Data

Tall Data

Thousands / Millions of  Variables

Hundreds of Samples

Tens / Hundreds of  Variables

Thousands /  Tens of Thousands of Samples

Lasso & Elastic Net

Random Forests & 
Gradient Boosting

We have too many variables; prone to overfitting.
Lasso fits linear models to the data that are sparse in 
the variables. 
Does automatic variable selection.

Sometimes simple models (linear) don’t suffice.
We have enough samples to fit nonlinear models with many 
interactions, and not too many variables.
A Random Forest is an automatic and powerful way to do this.
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Five useful methods

1. Lasso, elastic net– sparse linear models

2. Deep nets– multilayer neural networks

3. Random Forests– averages of binary decision trees

4. Gradient Boosting– forward stepwise fit of binary
decision trees

5. Support vector machines– margin based classifiers

• R: glmnet, gbm, xgboost, randomForest, ranger,
generalized forests (Wager+ Julie Tibs)

• H2O software: R/Python/ Sparc
(I am an advisor)

• TensorFlow

• scikit-learn (python)
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The Lasso

The Lasso is an estimator defined by the following
optimization problem:

minimize
β0,β

1

2

∑
i

(yi − β0 −
∑
j

xijβj)
2 subject to

∑
|βj | ≤ s

• Penalty =⇒ sparsity (feature selection)

• Convex problem (good for computation and theory)

• Our lab has written a open-source R language package
called glmnet for fitting lasso models. Available on
CRAN.
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Is the lasso just a “poor man’s” best subset selection?

• “Best subset selection via a modern optimization lens’’,
Bertsimas et al 2016.; exciting new computational methods
for best subset selection. Works for largish problems–say
1000 predictors— giving approximate solutions.

• Their simulations suggest that subset selection outperforms
the lasso
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But wait!
Trevor Hastie, Ryan Tibshirani & myself have just completed a
followup paper “Extended Comparisons of Best Subset
Selection, Forward Stepwise Selection, and the Lasso’’ (on
arXiv). We find that

(a) subset selection beats lasso only in high SNR
settings (atypical with observational data);

(b) In low SNR settings, Lasso wins through its
shrinkage that reduces variance

(c) A simplified form of the relaxed lasso gets the
best of both worlds, and is the overall winner in
our comparisons.

(d) Both the lasso and relaxed lasso are (still)
orders of magnitude faster than subset selection

We have also written a publicly available R package
that reproduces all of the Figures in our paper
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Decision Trees

SIFT > .9

SLR > .8

Pr(D)=.65GERP >.2

Pr(D)=.95

Pr(D)=.75Pr(D)=.75

Pr(D)=.75

Pr(D)=.60

Pr(D)=.55 Pr(D)=.25

LRT > .8

SIFT > .5

x

x x

x x

Decision trees use the features to create subgroups in the data
to refine the estimate of disease. Shallow trees are too
coarse/inaccurate.
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Random Forests

Leo Breiman (1928–2005)

• Deep trees (fine subgroups) are more accurate, but very
noisy.

• Idea: fit many (1000s) different and very-deep trees, and
average their predictions to reduce the noise.

• How to get different trees?

- Grow trees to bootstrap subsampled versions of the data.
- Randomly ignore variables as candidates for splits.

Random Forests are very effective and give accurate
predictions. They are automatic, and give good CV estimates of
prediction error (for free!). R packages RandomForest,

Ranger, Generalized Random Forests.

14 / 1



Deep Nets/Deep Learning
What’s new? Aren’t these just neural networks?

x1

x2

x3

x4

f(x)

Hidden
layer L2

Input
layer L1

Output
layer L3

Neural network diagram with a single hidden layer.
The hidden layer derives transformations of the inputs —
nonlinear transformations of linear combinations — which are
then used to model the output
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What’s new

Current deep nets use:

• use many hidden layers (deep)

• optimization by stochastic gradient descent

• rectified linear units (RLUs) instead of sigmoids

• convolution filters

Large amounts of training data and fast computation
have been the real game changer!
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Characteristics of different learning methods.
Key: s= good, u=fair, and t=poor.

Characteristic Lasso/ Deep nets RF Boosting SVM
Elnet

Predictive power u s s s u

Interpretability s t u u u

Feature selection s t u u t

Feature construction /
exploit local structure
in time & space t s t t t

Automatic
(requires little tuning) s t s u s

Handling of data of
“mixed” type

t t s s t

Handling of missing values u u s s u

Computational scalability s u s s u

“Customizability” u s u u u
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Q: Have you tried method X?
A: I tried that last year and it didn’t work very well!

Q: What do you mean? What exactly did you try? How did you
measure performance?
A: I can’t remember.
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General tips

• Try a number of methods and use cross-validation to
tune and compare models (our “lab” is the computer-
experiments are quick and free)

• Be systematic when you run methods and make
comparisons: compare methods on the same training and
test sets.

• Keep carefully documented scripts and data archives
(where practical).

• Your work should be reproducible by you and others,
even a few years from now!

19 / 1



Mass Spectrometry Imaging Data Treated 
by the Lasso Method for Cancer Margin 
Assessment in Gastric Cancer Surgery 

Prof. Richard N. Zare & 
Dr. Livia S. Eberlin 

Department of Chemistry 

Prof. Robert Tibshirani 
Departments of HRP & Statistics 

Stat 216 – February 26, 2014 

Dr. George Poultsides 
Department of Surgery, Medical School 

Dr. Teri Longacre, Dr. Gerald Berry  
& Dr. David Bingham 

Department of Pathology, Medical School 
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- Surgery is the most common treatment  for  
all solid cancers. 
 

- Positive margins  increased local recurrence  
and decreased overall survival in GI cancers. 
 

- Complete surgical resection  prolonged  
disease-free survival and an overall survival benefit. 
 

- In practice, delineation of resection margins is difficult and variable.  
 

- Tumor margin status is commonly assessed by  
histopathological evaluation of frozen sections  
prior to operation completion.  
 

- The results are subjective and can be unreliable in  
up to 30% of patients undergoing resection of  
pancreatic or gastric cancer. 

Problem: Surgical Margin Assessment 

Shen, J.G., et al. Intraoperative frozen section margin evaluation in gastric cancer of the cardia surgery. Hepato-Gastroenterology 53, 976-978 (2006). 

21 / 1



Our Approach: DESI Mass Spectrometry Imaging 

Desorption Electrospray Ionization (DESI) 

• Chemical analysis of thousands of molecules directly from a sample  
• Minimal sample preparation 
• Ionization in open environment 
• Real time 
• Imaging capability 
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Banked Tissue Example 1: DESI Mass Spectra 
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A Classification Problem

• Want to classify pixels individually as either cancer,
epithelial or stromal, and assign probabilities to each of
these.

• Data: 20 patients with sample regions labelled as C, E or
S. Divide into 14 train and 6 test.

• After preprocessing, feature vector is peak height at 2200
m/z sites per pixel.

• Total of 12.5K training and 4.5K test pixels.
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Multiclass Logistic Regression

Pr(Type = k | Spectrum = x) =
eβ0k+

∑p
j=1 xjβjk∑3

`=1 e
β0`+

∑p
j=1 xjβj`

• Maximize log-likelihood with a sparsity penalty on
coefficients:

∑p
j=1

∑3
`=1 |βj`| ≤ s, which shrinks them

toward zero, and sets many to zero. [Lasso,Tibshirani 1996]

• Fit efficiently using R package GLMNET. This package
handles many different response types, and includes
methods for model selection using cross-validation.

GLMNET team: Trevor Hastie, Jerome Friedman, Rob Tibshirani,
Noah Simon.
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Some Results
Cross-Validation:

Predicted
True Epithelial Cancer Stromal % Correct
Epithelial 3645 110 99 95%
Cancer 983 4918 124 83%
Stromal 72 45 2620 96%

Overall for normal vs cancer: 89% correct

Test:

Predicted
True Epithelial Cancer Stromal % Correct
Epithelial 1606 149 19 91%
Cancer 23 1622 5 98%
Stromal 67 5 1222 94%

Overall for normal vs cancer: 96% correct

Lasso with CV selects 129 peaks and investigators can interpret these
chemically.
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A challenge

• “Abstentions”: sometimes a classifier should not make a
prediction; instead it should say “‘I don’t know” For
example, when the query feature vector is far away from
the training set features.

• This problem happened in some tests of our system
• Can’t rely on the fact that the largest posterior probability

will be close to 1/K (K= number of classes):
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How many units of platelets will the Stanford Hospital
need tomorrow?
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Background

• Each day Stanford hospital orders some number of units
(bags) of platelets from Stanford blood center, based on
the estimated need (roughly 45 units)

• The daily needs are estimated “manually”

• Platelets have just 5 days of shelf-life; they are safety-tested
for 2 days. Hence are usable for just 3 days.

• Currently about 1400 units (bags) are wasted each year.
That’s about 8% of the total number ordered.

• There’s rarely any shortage (shortage is bad but not
catastrophic)

• Can we do better?
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Data overview
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Data description

Daily platelet use from 2/8/2013 - 2/8/2015.

• Response: number of platelet transfusions on a given day.

• Covariates:

1. Complete blood count (CBC) data: Platelet count,
White blood cell count, Red blood cell count, Hemoglobin
concentration, number of lymphocytes, . . .

2. Census data: location of the patient, admission date,
discharge date, . . .

3. Surgery schedule data: scheduled surgery date, type of
surgical services, . . .

4. . . .
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Notation

yi : actual PLT usage in day i.
xi : amount of new PLT that arrives at day i.
ri(k) : remaining PLT which can be used in the following k
days, k = 1, 2
wi : PLT wasted in day i.
si : PLT shortage in day i.

• Overall objective: waste as little as possible, with little
or no shortage
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Our first approach

• Build a supervised learning model (via lasso) to predict use
yi for next three days (other methods like random forests
or gradient boosting didn’t give better accuracy).

• Use the estimates ŷi to estimate how many units xi to
order. Add a buffer to predictions to ensure there is no
shortage. Do this is a “rolling manner”.

• Worked quite well- reducing waste to 2.8%- - but the loss
function here is not ideal
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More direct approach

This approach minimizes the waste directly:

J(β) =
n∑

i=1

wi + λ||β||1 (1)

where

three days
′
total need ti = z

T
i β, ∀i = 1, 2, .., n (2)

number to order : xi+3 = ti − ri(1)− ri(2)− xi+1 − xi+2 (3)

waste wi = [ri−1(1)− yi]+ (4)

actual remaining ri(1) = [ri−1(2) + ri−1(1)− yi − wi]+ (5)

ri(2) = [xi − [yi + wi − ri−1(2)− ri−1(1)]+]+ (6)

Constraint : fresh bags remaining ri(2) ≥ c0 (7)

(8)

This can be shown to be a convex problem (LP).
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Results
Chose sensible features- previous platelet use, day of week, #
patients in key wards.

Over 2 years of backtesting: no shortage, reduces waste from
1400 bags/ year (8%) to just 389 bags/year (2.00%)

Corresponds to a predicted direct savings at Stanford of
$350,000/year. If implemented nationally could result in
approximately $110 million in savings.
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“Patients like me”

Recommending treatments for patients, from non-randomized
observational data

• Joint work with Nigam Shah (Stanford Biomedical
Informatics), Trevor Hastie and Scott Powers (Stanford
Statistics)

• We’d like to build a system for the following task:

A doctor has a patient with a condition and wants to
decide which treatment (say A or B) to recommend. He
has a detailed clinical and perhaps -omic information on
that patient
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Continued

• As a resource, we have about 1 million electronic health
records from Stanford Hospital.

• Among these, there are many patients “similar” to the
query patient; some have received A, others B, and there is
(response, covariate) information on each patient. But the
assignment of treatment is non-randomized

• We are using causal random forests (Athey, Imbens &
Wager), causal Boosting and causal MARS (Powers et
al.) with propensity scores to try to tackle this problem

• Assessment of confidence is really important here
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Causal random forests

Athey, Imbens, Wager
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For further reading
On heterogeneous treatment effect estimation:

Generalized Random Forests. Susan Athey, Julie Tibshirani,
Stefan Wager (2017) arXiv:1610.01271

Some methods for heterogeneous treatment effect estimation in
high-dimensions. Powers et al (2017) arXiv:1707.00102

The methods in this lecture are described in detail in our books
on Statistical Learning:

Springer Series in Statistics

Trevor Hastie
Robert Tibshirani
Jerome Friedman

Springer Series in Statistics

The Elements of
Statistical Learning
Data Mining, Inference, and Prediction

The Elem
ents of Statistical Learning

During the past decade there has been an explosion in computation and information tech-
nology. With it have come vast amounts of data in a variety of fields such as medicine, biolo-
gy, finance, and marketing. The challenge of understanding these data has led to the devel-
opment of new tools in the field of statistics, and spawned new areas such as data mining,
machine learning, and bioinformatics. Many of these tools have common underpinnings but
are often expressed with different terminology. This book describes the important ideas in
these areas in a common conceptual framework. While the approach is statistical, the
emphasis is on concepts rather than mathematics. Many examples are given, with a liberal
use of color graphics. It should be a valuable resource for statisticians and anyone interested
in data mining in science or industry. The book’s coverage is broad, from supervised learning
(prediction) to unsupervised learning. The many topics include neural networks, support
vector machines, classification trees and boosting—the first comprehensive treatment of this
topic in any book.

This major new edition features many topics not covered in the original, including graphical
models, random forests, ensemble methods, least angle regression & path algorithms for the
lasso, non-negative matrix factorization, and spectral clustering. There is also a chapter on
methods for “wide” data (p bigger than n), including multiple testing and false discovery rates.

Trevor Hastie, Robert Tibshirani, and Jerome Friedman are professors of statistics at
Stanford University. They are prominent researchers in this area: Hastie and Tibshirani
developed generalized additive models and wrote a popular book of that title. Hastie co-
developed much of the statistical modeling software and environment in R/S-PLUS and
invented principal curves and surfaces. Tibshirani proposed the lasso and is co-author of the
very successful An Introduction to the Bootstrap. Friedman is the co-inventor of many data-
mining tools including CART, MARS, projection pursuit and gradient boosting.

› springer.com

S T A T I S T I C S

 ----

Trevor Hastie • Robert Tibshirani • Jerome Friedman
The Elements of Statictical Learning

Hastie • Tibshirani • Friedm
an

Second Edition

 1

Jam
es · W

itten · Hastie · Tibshirani

Springer Texts in Statistics

Gareth James · Daniela Witten · Trevor Hastie · Robert Tibshirani

An Introduction to Statistical Learning 
with Applications in R

Springer Texts in Statistics

An Introduction 
to Statistical 
Learning

Gareth James
Daniela Witten
Trevor Hastie
Robert Tibshirani

Statistics

An Introduction to Statistical Learning

with Applications in R

An Introduction to Statistical Learning provides an accessible overview of the fi eld 

of statistical learning, an essential toolset for making sense of the vast and complex 

data sets that have emerged in fi elds ranging from biology to fi nance to marketing to 

astrophysics in the past twenty years. Th is book presents some of the most important 

modeling and prediction techniques, along with relevant applications. Topics include 

linear regression, classifi cation, resampling methods, shrinkage approaches, tree-based 

methods, support vector machines, clustering, and more. Color graphics and real-world 

examples are used to illustrate the methods presented. Since the goal of this textbook 

is to facilitate the use of these statistical learning techniques by practitioners in sci-

ence, industry, and other fi elds, each chapter contains a tutorial on implementing the 

analyses and methods presented in R, an extremely popular open source statistical 

soft ware platform.

Two of the authors co-wrote Th e Elements of Statistical Learning (Hastie, Tibshirani 

and Friedman, 2nd edition 2009), a popular reference book for statistics and machine 

learning researchers. An Introduction to Statistical Learning covers many of the same 

topics, but at a level accessible to a much broader audience. Th is book is targeted at 

statisticians and non-statisticians alike who wish to use cutting-edge statistical learn-

ing techniques to analyze their data. Th e text assumes only a previous course in linear 

regression and no knowledge of matrix algebra.

Gareth James is a professor of statistics at University of Southern California. He has 

published an extensive body of methodological work in the domain of statistical learn-

ing with particular emphasis on high-dimensional and functional data. Th e conceptual 

framework for this book grew out of his MBA elective courses in this area.  

Daniela Witten is an assistant professor of biostatistics at University of Washington. Her 

research focuses largely on high-dimensional statistical machine learning. She has 

contributed to the translation of statistical learning techniques to the fi eld of genomics, 

through collaborations and as a member of the Institute of Medicine committee that 

led to the report Evolution of Translational Omics.

Trevor Hastie and Robert Tibshirani are professors of statistics at Stanford University, and 

are co-authors of the successful textbook Elements of Statistical Learning. Hastie and 

Tibshirani developed generalized additive models and wrote a popular book of that 

title. Hastie co-developed much of the statistical modeling soft ware and environment 

in R/S-PLUS and invented principal curves and surfaces. Tibshirani proposed the lasso 

and is co-author of the very successful An Introduction to the Bootstrap.
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ISBN 978-1-4614-7137-0
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